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Abstract

The question whether the effects of a behavioural intervention are sustained, i.e. whether
there are marginal benefits to continued treatment, is both of theoretical and policy interest.
I study this question through a natural field experiment in the English National Health
Service (NHS). The intervention consists of changing the salience of waiting time on the
clinicians’ e-Referral Service (ERS) interface. Waiting longer can negatively affect patients’
health gains from receiving treatment, so referring patients to services with shorter waiting
times can be of benefit. I find, through a stepped wedge trial, that putting a simple alert
against services with high waiting times leads to a 35 percent reduction in the share of
referrals to these services. The effect of the intervention is sustained over time and does
not vary with prior referral habits. A small, low-cost intervention increasing the salience of
waiting time to clinicians has a powerful and sustained effect on the choices of their patients.
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1 Introduction

The question whether the effects of a behavioural intervention are sustained, i.e. whether there

are marginal benefits to continued treatment, is both of theoretical and policy interest, yet

there are only few previous studies addressing this issue and none that look at the behaviour

of professionals in the workplace. I undertake a unique natural field experiment in the English

National Health Service (NHS) to study this question.

The intervention I exploit consisted of changing the salience of waiting time on the clinicians’

e-Referral Service (ERS) interface. Waiting longer can negatively affect patients’ health gains

from receiving treatment. Controlling for pre-surgery health, Nikolova et al. (2015) find that

waiting time has a small but statistically significant negative impact on the health gains from

hip and knee replacement surgery. They note that each year an additional week of waiting is

associated with health losses worth £11.1m and £11.5m for hip and knee replacement patients

in England respectively.

I evaluated simple changes to the results screen visible to General Practitioners (GPs) searching

for a service to refer their patient to through the ERS. In the ERS referral process, GPs create

a shortlist of services for patients. They or their practice staff then either book one of these

services for the patient or send the list to the patient, who books the service of her choice out

of the shortlisted options. The intervention consisted of a simple change to the ERS system:

adding a red ‘limited capacity’ alert to services with very high waiting times. The evaluation

was conducted through a stepped wedge design and the intervention was sequentially rolled

out to 4 clinical specialties with high waiting times at one hospital trust, i.e. the limited

capacity messages were added to a new specialty every fortnight. The order in which the

clinical specialties crossed from the control to the treatment group was randomized in advance

of the trial.

The trial demonstrated that putting a simple alert against services with limited capacity led to

a 35 percent reduction in the share of referrals to these services. The effect of the intervention

was sustained over time and did not vary with prior referral habits. I argue that the underly-

ing mechanism causing this reduction is the increased salience of waiting time for the treated

services. A possible alternative explanation (also considered alongside salience by Chetty et al.
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(2009) in their study of consumer taxation) could be that agents lack information. However,

a separate randomized controlled trial (in a different location) found that providing GPs with

similar information about limited capacity in a letter did not lead to a statistically significant

change in referrals. In this case, waiting time information was made available, but not necessar-

ily at the time of referral, strengthening the case for salience. This trial is the first to rigorously

test the sustained impact of information provision and choice architecture on referral behavior

in a real-world setting.

This paper contributes to three distinct strands of literature in economics. The first is the liter-

ature on longer term effects of behavioural interventions and the impact of these interventions

when they are repeated over time. An important question for the longer term effectiveness of

my intervention is whether its impact starts to decay over time as referrers get used to seeing

the alerts, or whether its effects are sustained, i.e. there are marginal benefits to continued

treatment, as discussed by Rogers and Frey (2015). There are only few studies that address

this question and none that look at the behaviour of professionals in the workplace. In the area

of health, a recent study analyses how people behave when they repeatedly receive reminders

for medical check-ups, by randomly assigning the incidence of being reminded and the type

of reminder patients receive. (Altmann and Traxler, 2014) The authors find that applying

reminders repeatedly neither strengthens nor weakens their effects, addressing a concern that

people may become dependent on nudges, crowding out people’s active choices.

Second, the literature related to rational inattention and boundedly rational consumers. Bor-

dalo et al. (2013) develop a model of context-dependent choice that reflects this view of decision-

making, namely that consumers’ choices are shaped by the most salient aspects of their choice

context. In this model, consumers’ attention is drawn to the attribute of a good that stands out

most compared to that attribute’s average level. Bordalo et al. (2015) further extend this model

by adding limited memory, thus combining a model of limited recall based on Norm Theory

(Kahneman and Miller, 1986) with a model of context dependent choice in which consumers’

attention is drawn to salient features of choices. Taylor and Thompson (1982) describe salience

as referring to “the phenomenon that when one’s attention is differentially directed to one por-

tion of the environment rather than to others, the information contained in that portion will

receive disproportionate weighing in subsequent judgments.” (Taylor and Thompson, 1982) The

effects of salience on consumer behaviour have been documented in various different contexts,
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including commodity taxes (Chetty et al., 2009), highway tolls (Finkelstein, 2009), electricity

consumption (Gilbert and Zivin, 2014), social security benefits (Brinch et al., 2017), and law

enforcement (Dur, 2017). Neuroeconomic research provides a neurobiological foundation for

the role of salience in choice. Fehr and Rangel (2011) note that directing attention towards

certain attributes should increase the weight that agents place on these in computing decision

values and thus affect choices. They argue that this “provides a neurobiological foundation for

the effectiveness of some marketing and behavioral public policies”. (Fehr and Rangel, 2011)

Nudges, in their view, are prime examples illustrating the role of attention in economic choice.

The third is the impact of choice and competition in healthcare provision. This study advances

the current literature by introducing exogenous variation in the salience of waiting time for

certain clinical services and by using patient-level data to study the impact on choice. In the UK

context, several papers have recently studied the impact of the 2006 reforms extending patient

choice in the English NHS. Estimating reduced form models of hospital mortality outcomes,

Gaynor et al. (2013) and Cooper et al. (2011) find that competition and choice improved patient

outcomes at the hospital level. Gaynor et al. (2016) build on this work by explicitly modeling

the choice process both pre- and post-reform.

The rest of the paper is structured as follows: Section 2 develops a conceptual framework while

Section 3 describes the institutional context. Section 4 presents the intervention as well as the

experimental design and empirical strategy. Section 5 lays out some descriptive statistics and

results are presented in Section 6, while Section 7 concludes the paper.

2 Conceptual Framework

In the referral process, GPs choose which services to shortlist or book from a list of services.

Most searches on the ERS will by default generate a list of 99 options to choose from, with

about 16 displayed on the first results page. These services differ along a number of dimensions,

including distance to a patient’s home address (by default this is how choices are ordered),

quality, and waiting time. Referrers have beliefs about these factors based on information

available to them. Following Gaynor et al. (2016) I assume that GPs try to choose the best

service for their patients (they do not have any financial incentives to do otherwise), subject to
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the information that they have and the cost associated with finding the best service.

Note that if GPs were fully rational and well-informed, the intervention in my experiment

should have no effect on the services they choose. Furthermore, providing the same information

repeatedly, as the intervention does through the continued application of the ‘limited capacity’

alert to the same service, should not continue to affect referrer choices. However, in practice,

evaluating the different options costs time and there is also a mental cost involved in remember-

ing the different pieces of information about the various services. When the costs of time and

attention are high, we might expect people to rely on shortcuts and perhaps habitually refer

to a small set of services that they remember. I hypothesize that there are two mechanisms

through which my intervention may affect referrers’ decisions.

First, the learning channel: GPs are provided with information about one of the factors that

affects the benefits of a particular service (i.e. waiting time). They update their beliefs and refer

less to the place they have learned has high waiting times. However, even if they update their

beliefs, they might forget over time. Second, the attention channel: Perhaps GPs already have

updated their beliefs (they may have seen the intervention on a previous occasion). However,

it is costly to remember this information, so reminding them of the high waiting times at the

time of referral helps them bring this information back to mind.

These two channels are quite closely related. In terms of the intervention, they illustrate the

difference between providing information and providing that information in a way that cannot

be ignored in the moment a decision is made. I hypothesize that the attention channel is likely

to play a larger role in this choice context, as the costs of remembering waiting time information

are high, however, it is not possible to distinguish the two channels from each other clearly.

2.1 Sustained behavioural change

Rogers and Frey (2015) note research in classical conditioning has shown that repeatedly ap-

plying the same intervention should be unlikely to continue to have the same effect that it did

initially as people are desensitized by repeated exposure to a given stimulus. (see Rankin et al.

(2009); Thompson and Spencer (1966)). Despite this, there have been behavioural interven-

tions that have generated marginal benefits to continued treatment. In the area of health, for
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example, a recent study analyses how people behave when they repeatedly receive reminders

for medical check-ups, by randomly assigning the incidence of being reminded and the type

of reminder patients receive. (Altmann and Traxler, 2014) The authors find that applying

reminders repeatedly neither strengthens nor weakens their effects, addressing a concern that

people may become dependent on nudges, crowding out people’s active choices. Rogers and

Frey (2015) discuss three features of behavioural interventions that might explain why they re-

main effective upon repetition. This includes interventions: 1) resisting attention habituation;

2) those producing incomplete or temporary change in behavior; and 3) interventions inducing

little resistance or distrust.

In the context of the intervention I study, I believe that the first challenge - resisting attention

habituation - is key to sustaining the change in referral choices. Rogers and Frey (2015) identify

four features of interventions that can avoid attention habituation from occurring, citing Rankin

et al. (2009) and McSweeney (2004). These are related to the nature of the intervention (ideally

an intense and dynamic stimulus) and its timing (preferably long or unpredictable intervals

between repeated instances of the intervention).

Note that the question I address here is distinct from that of persistence - whether the effects

of the intervention are sustained when it is discontinued. Surveying previous field experiments

that used financial incentives to motivate behavioural change, Brandon et al. (2017) note that

only in four out of ten studies was there evidence of persistent behaviour change after removal of

the incentives, consistent with habit formation, and even when effects persisted they tended to

decay rapidly. Using data from 38 field experiments that used social norms-based interventions

to reduce energy consumption, the authors provide further evidence that the persistence of

the effect in these experiments is likely attributable to changes in physical capital in the home

rather than habit formation in the household. I was not able to study persistence upon removal

of the intervention due to ethical considerations (removing the successful intervention could

have led to worse patient outcomes). However, as the intervention appears to operate through

increased salience at the time a decision is made, I would not expect it to persist if it were to

be removed.
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3 Institutional Context

In this section I will describe the context of choice in the English NHS and the referral process.

Health care in England is free at the point of use and mostly provided by the NHS, financed by

taxes. The country is split into 209 Clinical Commissioning Groups (CCGs) who are responsible

for commissioning services in their area by assessing the needs of and buying services for the

population there.1 Primary care is provided by General Practitioners (GPs) who can refer

patients to hospital-based (secondary care) services for specialist treatment and diagnostics.

Currently around half of all referrals are made through the e-Referral Service (ERS) - an online

platform through which services can be searched and booked.2 GPs are provided with financial

incentives to use this service,3 as part of a plan to shift all referrals from second-class mail to

this faster channel. Using the ERS, GPs create a shortlist of suitable services for their patient

during the appointment (and ideally in consultation with their patient). They or their practice

staff then either book one of these services for the patient or send the list to the patient, who

books the service of her choice out of the shortlisted options online or over the phone.

3.1 Patient choice in the NHS

While patients had been able to choose their GP since the creation of the NHS in 1948, hospital

choice was first opened up to patients in 2006, following some earlier pilot programs. In 2008

patient choice was extended to include any hospital listed in a national directory of services

- ‘free choice’ of services including both NHS and independent sector providers contracted to

provide services at NHS tariffs. Finally, the NHS Constitution made free choice of hospital

provider a patient right in 2009.4 (Dixon et al., 2010)

Patient choice was intended to increase hospital quality and efficiency by creating competition

between hospitals. (Boyce et al., 2010) For it to have this impact, the policy assumes that

patients are in fact offered choices and that patients have information about hospital quality

which they use in choosing where to receive treatment. An evaluation of the patient choice

1https://www.nhscc.org/ccgs/
2https://www.england.nhs.uk/2016/03/hospital-referrals/
3https://www.england.nhs.uk/wp-content/uploads/2016/03/qualty-prem-guid-2016-17.pdf
4http://www.nhs.uk/Tools/Documents/The%20history%20of%20choice.htm
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reforms found that, while GPs stated that they always offered their patients choice, only 45%

of patient reported being offered a choice. (Dixon et al., 2010) The most recent survey evidence

finds that only 40% of patients who were referred to an outpatient appointment by their GP

within the last 12 months recalled having been offered a choice of hospital. (Populus, 2015)

Several papers have recently studied the impact of the 2006 reforms extending patient choice in

the English NHS. Gaynor et al. (2013) and Cooper et al. (2011) estimate reduced form models

of hospital mortality outcomes and find that competition and choice improved patient outcomes

at the hospital level. (Gaynor et al., 2016) build on this work by explicitly modeling the choice

process both pre- and post-reform. As prices in the NHS are zero for the consumer, the authors

model patient utility as a function of patient and hospital characteristics with quality of care,

waiting time, and distance to hospital the key determinants of hospital choice.

3.2 Factors affecting choice

Patient choice was first piloted for patients who had been waiting for treatment for some

time - initially in London (from October 2002 to April 2004) and only for cardiac surgery

patients across England (from July 2002 to November 2003). (Boyce et al., 2010) The London

Patient Choice Project (LPCP) focused on patients who had been waiting for treatment at a

NHS hospital in London. As patients’ waits neared the 6-month mark, they were offered the

opportunity to receive treatment from a range of alternative providers where they would receive

treatment sooner. Burge et al. (2005) evaluated this project and found that 65% of patients

took up this opportunity to receive treatment sooner. Analyzing the revealed preference data

the report further notes that patients seemed to try to minimise waiting and travel time, while

trying to receive treatment at a hospital perceived to offer high quality care. Notably, reputation

seemed to be an important factor for choice, with patients placing a high negative valuation

on alternative services with a worse (or simply unknown) reputation compared to the hospital

they were currently assigned to.

While salience and choice architecture has not been studied in a real-world setting, Boyce et al.

(2010) conduct a hypothetical choice online experiment of hospital choice. They find that people

lack stable preferences when it comes to choosing a hospital, suggesting that this provides an
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opportunity to influence patient choice by making certain aspects of hospital care more salient.

Using an online survey, the authors presented a representative panel of the English population

with a scorecard comparing five hospitals that differed on various indicators of quality and

other factors. The study tested several different nudges to help participants choose the highest

quality hospital. The most successful intervention was what the authors call the ‘feedback’

nudge, which prompted participants to reconsider their choice if they had not selected the

highest quality hospital. Viewing this scorecard chose the highest quality hospital 56% of the

time, compared to 44% in the control group. The authors conclude that their results emphasize

the importance of how information is presented in this choice context.

4 Field Experiment

4.1 Intervention

The intervention consisted of simple changes to the results screen visible to GPs searching for a

service to refer their patient to through the ERS. In this referral process, GPs create a shortlist

of services for patients. They or their practice staff then either book one of these services for the

patient or send the list to the patient, who books the service of her choice out of the shortlisted

options.

The intervention involved two changes to the ERS system: Regional commissioners were able

to manually identify services with low capacity and apply a red box against those services

containing the label ‘limited capacity’ in the lower part of the screen. They were also able

to manually identify services with high capacity and make it possible for them to appear in a

green box at the top of the screen. Example screenshots without and with the intervention are

included in Appendix C.

This functionality was only available to commissioners in the trial area consisting of three

adjacent Clinical Commissioning Groups (CCGs). In this area the commissioners had identi-

fied a local hospital trust (Barking, Havering and Redbridge University Hospitals NHS Trust

(BHRUT)) as having very low capacity. The commissioners had also identified local services

with high capacity in each of the 4 clinical specialties included in the trial.

9



4.2 Experimental design

The evaluation was conducted as a stepped wedge design. The intervention was sequentially

rolled out to 4 clinical specialties at BHRUT, as depicted in Figure 1 below, i.e. the limited

capacity and available capacity messages were added to a new specialty every fortnight. The

order in which the clinical specialties crossed from the control to the treatment group was

randomized in advance of the trial.

Figure 1: Stepped wedge roll-out of intervention

When the alerts were switched on, the intervention was visible to any GPs within the Barking &

Dagenham, Havering and Redbridge CCG areas searching for services belonging to the special-

ties included in the trial. Crucially, this intervention did not remove or add any referral choices

for GPs. If a service with ‘limited capacity’ was selected, GPs were shown a pop-up box with a

limited capacity warning (see figure 6 in Appendix), but could proceed with the selection if they

so chose. This meant that where a referral to a low capacity service was clinically appropriate,

the patient would not receive a barrier to referral and care.

The data used in this trial were all routinely collected by the Health and Social Care Information

Centre (HSCIC), which has now become NHS Digital. The time of the referrals is defined as

the time when a new referral request is created (equivalent to when the GP/practice staff press

a button in the ERS which starts the process of making a referral shortlist). A referral request

can be linked to multiple later actions (i.e. entry onto a waiting list (called ASI or Appointment

Slot Issues list), booking, cancelling, rebooking) related to a referral. I look at the first action

related to a unique referral request (which could be either a booking or entry onto a waitlist)

and record the destination (i.e. which service is booked or for which service the patient is placed

on a waitlist).

Ethics approval was obtained for this trial from the Ethics Committee of the University of

10



Edinburgh School of Economics.

4.3 Empirical strategy

I receive data at the individual referral level (when it was made, who the referrer is, and the

specialty and service referred for). I estimate a logit model on the sample of referrals during the

trial period (i.e. during the implementation of the intervention and two weeks before) where

the dependent variable is whether a referral went to one of the treated services or not. The

model includes dummies for the clinical specialties included in the trial as well as date-specific

dummies to capture any day-by-day time trends in referrals.

I conducted power calculations for the stepped wedge trial following Hussey and Hughes (2007).

The study was powered to detect a three percentage point change in the referral rate (5%

significance level, 80% power).

5 Descriptive Statistics

The intervention was implemented from 20th July to 14th September 2016 and the analysis

also includes data from the fortnight before the intervention was rolled out (i.e. when all four

specialties were in the control group).

The following analysis is based on data for electronic referrals in the trial area for four clinical

specialties included in the trial (General Surgery; Ear, Nose & Throat (ENT); Dermatology;

and Orthopaedics). These figures include patients who booked into available appointment slots

at these services and those who went onto waiting lists (referred to as ‘ASI’ or Appointment

Slot Issue lists).

During the trial period there were 8, 244 unique referrals in the area for the four specialties

included in the trial. Table 6 in the Appendix shows how these referrals are distributed amongst

the different specialties included in the trial and the proportions of referrals that results in

bookings and waitlist entries. Orthopaedics accounts for most referrals (51 percent), while the

fewest bookings are for General Surgery (10 percent).
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Table 1 shows the numbers of referrals assigned to the treatment and control groups. The

specialties are listed in the order in which the intervention was rolled out. As should be

expected, there are relatively more referrals in the treatment group relative to the control

group for the specialties that received the intervention earlier.

Table 1: Referrals during trial period - assignment to treatment and control

Specialty Control Treatment Total

(1) General Surgery 201 634 835
(2) ENT 695 757 1,452
(3) Dermatology 1,138 601 1,739
(4) Orthopaedics 3,411 836 4,247

Total 5445 2828 8,273

The aim of the intervention was to reduce referrals to treated services. Looking at the outcome

data, referrals to treated services at BHRUT represent 10.9 percent of referrals. Figure 2 shows

the sum of referrals to treated services at BHRUT during the trial period, with each vertical

dashed line indicating the introduction of the intervention to an additional clinical specialty

(starting with General Surgery on July 20th, followed in 14 day intervals by ENT, Dermatology

and finally Orthopaedics). Looking at this graph one can see that for each specialty, the number

of daily referrals seems to be lower after the introduction of the intervention. Separate graphs

for each of the four specialties are also available in the Appendix.
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Figure 2: Sum of daily referrals per specialty to treated services at BHRUT during trial period

6 Results

The intervention led to a statistically significant reduction in referrals to services with the

‘limited capacity’ alert when treated, as shown in Table 2.

To better describe the magnitude of these results, I calculated the actual percentage of referrals

to treated services when the intervention was in place (5.1 percent) compared with the share of

referrals that the logistic model predicts would have gone to these services had the intervention

not been introduced (7.9 percent) - a reduction of 35 percent. In terms of absolute numbers

of referrals, this result means that when the limited capacity flags were in place, 145 referrals

went to places with a limited capacity alert. If the alerts had not been in place, there would

have been 222 referrals to these services.

Column 2 of Table 2 shows results from the same model as presented in column 1, but with

a sample that only includes referrals to acute providers, which might be considered closer

substitutes for the services provided by BHRUT.
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Table 2: Impact of the Intervention on Propensity to Refer to Treated Services when Treated

(1) (2)
Main Acute only

Treatment -0.469** -0.552***
(0.160) (0.163)

ENT 0.504*** -0.413***
(0.120) (0.122)

Orthopaedics 0.267** -0.473***
(0.0928) (0.0942)

General Surgery 0.343 -0.771***
(0.184) (0.186)

Constant -2.024*** -0.927***
(0.199) (0.209)

Day fixed effects yes yes

Observations 8244 5544

Standard errors in parentheses

* p < 0.05, ** p < 0.01, *** p < 0.001

I also evaluated the impact of the intervention on referrals to services that were highlighted in

the green box signifying ‘available capacity’. I was not able to detect a statistically significant

change in the rate of referrals to these services when the ‘available capacity’ alerts were in place.

The results of the logistic regression model are shown in Appendix A. The overall sample size

is slightly larger than in the analysis of the ‘limited capacity’ alerts, as I also include referrals

to two additional specialties as some of the ‘available capacity’ services identified as suitable

alternatives for the ‘limited capacity’ services were assigned to a different clinical specialty

(Liver & GI for General Surgery and and Rheumatology for Orthopaedics).

The results show that with the alerts in place 15.3 percent of referrals went to services with

an ‘available capacity’ alert. If the alerts had not been in place, 14.8 percent of referrals would

have gone to these services. However, there were some problems with the implementation of

these ‘available capacity’ alerts. During the trial period these services did not consistently have

slots available and therefore did not always meet the criteria necessary for them to appear in

the green box. The results presented here consider those services for which the alerts were
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present at least on two out of three spot checks.

6.1 Sustained effects of the intervention

The effects of the intervention are sustained over time - I do not find any evidence of the effect

of the intervention decaying. To analyze this I created a variable that indicates for each referral

how long the intervention had been in place for the specialty. There is no statistically significant

impact of the number of days the intervention has been in place on the likelihood to refer to a

treated service.

Table 3: Impact of Number of Days Intervention is in Place on Propensity to Refer to Treated
Services when Treated - Logit: marginal effect at means

(1)

Treatment -0.0306*
(0.0120)

Treatment x Num. days since first treated -0.000397
(0.000591)

ENT 0.0367***
(0.00873)

Orthopaedics 0.0164**
(0.00560)

General Surgery 0.0263
(0.0144)

Day fixed effects yes

N 8244

Standard errors in parentheses

* p < 0.05, ** p < 0.01, *** p < 0.001

One possibly important factor in the longer term effectiveness of the intervention, as outlined

by Rogers and Frey (2015) is the extent to which ‘attention habituation’ can be avoided. Given

that the pop-up feature of the ‘limited capacity’ alerts (only if a service with limited capacity

is in fact selected) makes them relatively harder to ignore, one might argue that this helps to

prevent users from ignoring the intervention.
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6.2 Prior referral behaviour

Another question of interest is whether the intervention has a differential effect depending on

how frequently a doctor referred patients to the treated services before the intervention. I

create a variable that captures the share of referrals each GP made to the treated services

prior to the intervention (using data from March 2016 to the start of the intervention). Prior

propensity to refer to the treated services does not appear to have any impact on the effect of

the intervention - behaviour seems to be affected similarly regardless of how frequently GPs

referred to the treated services prior to the intervention.

Table 4: Impact of Prior Propensity to Refer to Treated Services on Propensity to Refer to
Treated Services when Treated

(1) (2)
Logit Logit with interact

Treatment -0.523** -0.382
(0.167) (0.294)

Treatment x Percent prior referrals to treated services -0.00652
(0.0110)

Percent prior referrals to treated services 0.0709*** 0.0725***
(0.00430) (0.00468)

ENT 0.553*** 0.555***
(0.130) (0.131)

Orthopaedics 0.390*** 0.392***
(0.0978) (0.0981)

General Surgery 0.335 0.336
(0.182) (0.182)

Constant -3.369*** -3.401***
(0.226) (0.231)

Day fixed effects yes yes

Observations 8244 8244

Standard errors in parentheses

* p < 0.05, ** p < 0.01, *** p < 0.001
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7 Discussion and Conclusion

In this natural field experiment I demonstrate that a small intervention - placing a simple alert

against services with limited capacity - leads to a 35 percent reduction in the share of referrals

to treated services. Not only does this small intervention change behaviour, I also find that it

does so regardless of prior referral behaviour and that the change in behaviour is sustained over

time, i.e. there are marginal benefits to continued treatment.

I argue that this is due to the alert increasing the salience of waiting time, which leads to more

weight being placed on this factor in the choice process. A possible alternative explanation

(also considered alongside salience by Chetty et al. (2009) in their study of consumer taxation)

could be that agents lack information. There are several reasons why salience provides a better

explanation in this context. I find that referrals are reduced only for the clinical specialties

that have ‘limited capacity’ alerts in place with no spillovers to non-treated specialties. Fur-

thermore, a separate randomized controlled trial (in a different location) found that providing

GPs with similar information about limited capacity in a letter did not lead to a statistically

significant change in referrals. In this case, waiting time information was made available, but

not necessarily at the time of referral, strengthening the case for salience.

While I did not detect a statistically significant difference in referrals to services flagged as

having available capacity, this may be due to problems with the implementation of these alerts

and more research is needed to establish whether patients can be nudged towards services with

available capacity by making these salient or whether people react more strongly to making

“bad” high waiting times salient, consistent with a model of loss averse actors.

This trial was the first to rigorously test the impact of information provision and choice ar-

chitecture on referral behavior in a real-world setting. Scaling up the intervention it will also

be interesting to research whether the effects of the intervention change when there are mul-

tiple ‘limited capacity’ alerts rather than just one. Making small changes to the salience of

factors involved in choice can be a powerful tool to support decision making in complex choice

situations.
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Appendix A: Tables

Table 5: Descriptive statistics - referrals during the trial period

Specialty Bookings Waitlist entries Total Percent

Dermatology 1,393 346 1,739 21.02
ENT 1,190 262 1,452 17.55
Orthopaedics 3,636 611 4,247 51.34
General Surgery 714 121 835 10.09

Total 6,933 1,340 8,273 100.00

Table 6: Descriptive statistics - referrals during the trial period (broader sample used for
analysis of ‘available capacity’ alerts)

Specialty Bookings Waitlist entries Total Percent

Dermatology 1,393 346 1,739 16.84
ENT 1,190 262 1,452 14.06
Orthopaedics 3,636 611 4,247 41.12
General Surgery 714 121 835 8.08
GI and Liver (Medicine and Surgery) 978 415 1,393 13.49
Rheumatology 472 190 662 6.41

Total 8,383 1,945 10,328 100.00
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Table 7: Impact of the Intervention on Propensity to Refer to Services with Available Capacity

(1)
Logistic regression

Treatment 0.0483
(0.31)

ENT -1.027***
(-10.97)

GI and Liver -3.297***
(-15.35)

Orthopaedics -2.310***
(-20.07)

Rheumatology -5.404***
(-7.89)

Day fixed effects yes

Constant -1.025***
(-4.38)

Observations 9452

t statistics in parentheses

* p < 0.05, ** p < 0.01, *** p < 0.001
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Appendix B: Figures

Figure 3: Daily referrals to treated services in trial period by specialty
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Appendix C: Intervention screens

Figure 4: Screen before treatment and for non-treated specialties
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Figure 5: Screen for treated specialties during treatment
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Figure 6: Pop-up shown if limited capacity service selected
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